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Note

Answer ALL questions. Each question will be marked out of 20. The paper will be marked
out of 60, which will be rescaled to a mark out of 100.

Question 1 Regression

(a)

(b)

The least squares error function is defined as

L(w) = Z(t, — f(x,w))?.

This function is commonly used to measure how well a function f(x,w) parame-

terised by w fits a set of N data points D = {(x;, t;)} .

The likelihood that a data point t was generated by model f(x,w) is p(t|f(x, w)).
Explain how, and under what assumptions, the least squares error is derived from
the likelihood. You do not need to reproduce all of the mathematical steps of the
derivation. [6 marks]

Given some dataset, the expected value of the LSE can be written as
E[£] = 02 + var[f] + (h — E[f])?,

where o2 is the variance of the data, f is the estimated fit, and h is the true
data generating function. Explain the terms in this expression and its relevance for
learning. [6 marks]

Given the data point (2, 1), sketch a diagram of the likelihood in parameter space
that this data point was generated by functions of the form f(x,w) = wy + wyx.
Your sketch should cover the domain {wy, w1} € [—1, 1]. Explain your reasoning.

[8 marks]
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Question 2 Clustering, Dimensionality and Text Analysis

(a) Cluster the data in the table below using hierarchical clustering with Euclidean dis-
tance and single linkage, and draw the dendrogram.

Label

A B C D E

Coordinates

(42) | (7.8) | (3,2) | (3,4) ] (8,7)

[6 marks]

(b) The graph below shows a two dimensional dataset.

A

>

(i) Reproduce the plot and draw the first and second principal components. Your
drawing does not need to be completely accurate but should capture the key
features. Explain your reasoning

(ii) If you were to use PCA to reduce the dimensionality of this data to just 1
dimension, show how the points will be mapped onto the new dimension (your
drawing should give the general idea of the mapping).

(iii) Describe one way to determine how many dimensions should be kept in PCA.

[6 marks]

(c) Document vectorisation and Page Rank are both methods for ranking documents.
Document vectorisation allows documents to be ranked by their similarity to a query
document. Page Rank provides a way to rank a collection of linked documents by
considering their authority which is derived from the connectivity of each document.

Explain briefly how these two methods might be combined to implement a basic
search engine for a collection of linked documents that takes both document con-
tent and document authority into account. Briefly discuss any limitations of your

approach.

[8 marks]
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Question 3 Classification

(a) Which algorithm (Gradient Descent or Iterative Reweighted Least Squares) would

(b)

be better to learn the weights wy and w; of a logistic regression model for a problem
with the loss function E(w) below, which is an elliptic quadratic function? Justify
your answer by explaining how these two algorithms would work in the context of
this problem. [6 marks]

E(w) "

Wo

w1

Logistic regression models for binary classification can be trained by maximising the
log-likelihood:

N

In(Lw)) =Yy in py(x?, w) + (1= yO) In (1= py(x, w)).

where w are the weights of the logistic regression model, y() € {0, 1} is the output
variable of training example i, x{) € X are the input variables of training example
I, X is the input space, N is the number of training examples, and pl(x(’),w) is the
probability of example i to belong to class 1 given x() and w.

How would you modify the log-likelihood function above so that it also works for
problems with M > 2 classes? Explain your function.

PS: Please create a single log-likelihood function and make sure to define any variable
or symbol that is different from the ones defined above.

[7 marks]

Question 3 continued over the page
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(c) Prove that the kernel below is a valid kernel based on the kernel composition rules
below and the fact that x"z is a valid kernel.

k(x,z) = 10(e®')? + 2 +x"z

Kernel composition rules, given two valid kernels k;(x, z) and kx(x, z):

1| k(x,z) = cki(x,z), where ¢ > 0 is a constant

k(x,z) = f(x)ki(x,z)f(z), where f() is any function

X

k(x,z) = q(ki(x,z)), where g() is a polynomial with non-negative coefficients

k(x,z) = efix?)

k(x,z) = ki(x,z) + ka(x, )

QOB W|N

k(x,z) = ki(x,z)ka(x, 2)

[7 marks]
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Do not complete the attendance slip, fill in the
front of the answer book or turn over the
question paper until you are told to do so

Important Reminders

e Coats/outwear should be placed in the designated area.

e Unauthorised materials (e.g. notes or Tippex) must be placed in the
designated area.

e Check that you do not have any unauthorised materials with you
(e.g. in your pockets, pencil case).

¢ Mobile phones and smart watches must be switched off and
placed in the designated area or under your desk. They must not
be left on your person or in your pockets.

e You are not permitted to use a mobile phone as a clock. If you have
difficulty seeing a clock, please alert an Invigilator.

e You are not permitted to have writing on your hand, arm or other
body part.

e Check that you do not have writing on your hand, arm or other body
part — if you do, you must inform an Invigilator immediately

e Alert an Invigilator immediately if you find any unauthorised item
upon you during the examination.

Any students found with non-permitted items upon their person
during the examination, or who fail to comply with Examination
rules may be subject to Student Conduct procedures.




